Stat-Lab 2. 

Chapter 2: Multivariate Graphical Displays
NAME:
Stat-Lab Format: We are using the lab for practice working with data and the class material. Feel free to contact me if you have any questions you may have regarding programming or the graphics themselves.

Your work should inclued

• The R commands used to generate the answers to the questions (if applicable).

• Your answers to the lab questions. If the answers are graphical, just copy and paste them into the document. Make sure that you discuss the graphs, not just include them.

In this lab, we will practice on

• Viewing multivariate data

• Data frames and lists

• Using model formula

• Lattice graphics

1. STORING MULTIVARIATE DATA IN DATA FRAMES: 

R uses data frames to store variables together. 

a. Ready to use data frames:  Datasets which are built-in to R or comes from a spreadsheet or other data source are already data frames.

b. Creating a data frame: (data.frame() command)

Now let us create our own data frame: Suppose 4 people are asked three questions: their weight, height and gender. Here is the data

	Weight
	height
	gender

	150
	65
	Fe

	135
	61
	Fe

	210
	70
	M

	140
	65
	Fe


Enter the data to R

weight = c(150, 135, 210, 140)

height = c(65, 61, 70, 65)

gender = c("Fe","Fe","M","Fe")

Create a data frame 

study = data.frame(weight,height,gender) 

To see the data frame type

study

ANSWER:
You can give the rows names as well (row.names()). Suppose the subjects were Mary, Alice, Bob and Judy. 

row.names(study)<-c("Mary","Alice","Bob","Judy")

What does the data frame look like now:

ANSWER:
2. Manipulating Data Frames: We will use one of the build in data frames, PlantGrowth 

which has two variables weight and group. You can access each one of the variables by using 

(i) attach(PlantGrowth) or

(ii) PlantGrowth[,1] or PlantGrowth[,’weight’]
Access to variable named group without attaching.

ANSWER:
Now, try

unstack(PlantGrowth)
Describe what this does.

ANSWER:
Also, try

boxplot(unstack(PlantGrowth))

Describe what this does.

ANSWER:
3. Using R's model formula notation: 
The model formula notation that R uses allows this to be done in a systematic manner. 

Suppose the variables are generically named Y, X1, X2. Here are the some examples of the model formula notations
	formula
	meaning

	Y ~ X1
	Y is modeled by X1

	Y ~ X1 + X2
	Y is modeled by X1 and X2 as in multiple regression

	Y ~ X1 * X2
	Y is modeled by X1, X2 and X1*X2

	(Y ~ (X1 + X2)^2)
	Two-way interactions. Note usual powers

	Y ~ X1+ I((X2^2)
	Y is modeled by X1 and X22

	Y ~ X1 | X2
	Y is modeled by X1 conditioned on X2


To illustrate, make sure that PlantGrowth is attached, try

boxplot(weight ~ group)

What does this do? 

ANSWER:
4. Ways to view multivariate data:

Now that we can store and access multivariate data, it is time to see the large number of ways to visualize the datasets.

A. n-way contingency tables
Two-way contingency tables were formed with the table command and higher order ones are no exception. If w,x,y,z are 4 variables, then the command table(x,y) creates a two-way table, table(x,y,z) creates two-way tables x versus y for each value of z. Finally x,y,z,w will do the same for each combination of values of z and w. If the variables are stored in a data frame, say df then the command table(df) will behave as above with each variable corresponding to a column in the given order.

To illustrate let's look at some relationships in the dataset Cars93 found in the MASS library.
library(MASS);data(Cars93);attach(Cars93)    

Let us make some categorical variables using cut

price = cut(Price,c(0,12,20,max(Price)))

levels(price)=c("cheap","okay","expensive"))

mpg = cut(MPG.highway,c(0,20,30,max(MPG.highway)))

levels(mpg) = c("gas guzzler","okay","miser"))

Describe what the above comments do.

ANSWER:
Now, construct the following one- two- and three- dimensional tables: 

table(Type)

table(price,Type)

table(price,Type,mpg)

ANSWER:
B. barplots
Recall, barplots work on summarized data. First you need to run your data through the table command or something similar. The barplot command plots each column as a variable just like a data frame. The output of table when called with two variables uses the first variable for the row. As before barplots are stacked by default: use the argument beside=TRUE to get side-by-side barplots.

To produce the price by different types, try

barplot(table(price,Type),beside=T) 

Now produce barplot for type by different prices.

ANSWER:
C. boxplots
The boxplot command is easily used for all the types of data storage. The command boxplot(x,y,z) will produce the side by side boxplots seen previously. As well, the simpler usages boxplot(df) and boxplot(y ~ x) will also work. The latter using the model formula notation.

We will produce 10 boxplots of normal data with mean 0 and standard deviation 1 each with sample size 100. This uses the rnorm function to produce the random data.
y=rnorm(1000)                

f=factor(rep(1:10,100)) 

boxplot(y ~ f,main="Boxplot of normal random data with model notation")
Describe what these three comments do.

ANSWER:
D. stripcharts
The side-by-side boxplots are useful for displaying similar distributions for comparison -- especially if there is a lot of data in each variable. The stripchart can do a similar thing, and is useful if there isn't too much data. It plots the actual data in a manner similar to rug which is used with histograms. Both stripchart(df) and stripchart(y ~ x) will work, but not stripchart(x,y,z).

For example, as above, we will generate 10 sets of random normal numbers. Only this time each will contain only 10 random numbers.
x = rnorm(100)

y = factor(rep(1:10,10))

stripchart(x ~ y)

 ANSWER:
E. violinplots and densityplots
The functions simple.violinplot and simple.densityplot can be used in place of side-by-side boxplots to compare different distributions.

Both use the empirical density found by the density function to illustrate a variables distribution. The density may be thought of like a histogram, only there is much less ``chart junk'' (extra lines) so more can effectively be placed on the same graph.

A violinplot is very similar to a boxplot, only the box is replaced by a density which is given a mirror image for clarity. A densityplot plots several densities on the same scale. Multiple histograms would look really awful, but multiple densities are manageable.

As an illustration, we show for the same dataset in all three. Try the following comments and discuss which one is “better”.

Library(lattice)

par(mfrow=c(1,3))             




# 3 graphs per page
data(InsectSprays)            




# load in the data
boxplot(count ~ spray, data = InsectSprays, col = "lightgray")

simple.violinplot(count ~ spray, data = InsectSprays, col = "lightgray")

simple.densityplot(count ~ spray, data = InsectSprays)

ANSWER:
F. scatterplots
Suppose x is a predictor and both y and z are response variables. If you want to plot them on the same graph but with a different character you can do so by setting the pch (plot character) command. Here is a simple example
plot(x,y)                     




# simple scatterplot
points(x,z,pch="2")           



# plot these with a triangle
Sometimes you have x and y data that is also broken down by a given factor. You may wish to plot a scatterplot of the x and y data, but use different plot characters for the different levels of the factors. We just need to use the levels of the factor to give the plotting character. These levels are store internally as numbers, and we use these for the value of pch.
The built-in R dataset ToothGrowth has data from a study that measured tooth growth as a function of amount of Vitamin C. The source of the Vitamin C came from orange juice or a vitamin supplement. The scatterplot of dosage vs. length is given below. Notice the different plotting figures for the 2 levels of the factor of which type of vitamin C.
data("ToothGrowth")

attach(ToothGrowth)

plot(len ~ dose,pch=as.numeric(supp))

Also, click mouse to add legend. 

tmp = levels(supp)          # store for a second

legend(locator(1),legend=tmp,pch=1:length(tmp))

detach(ToothGrowth)

Interpret the scatterplot

ANSWER:
G. paired scatterplots
If the 3 variables hold numeric values, then scatterplots are appropriate. The pairs command will produce scatterplots for each possible pair. It can be used as follows pairs(cbind(x,y,z)), pairs(df) or if in the factor form pairs(data.frame(split(times,week))). Of these, the easiest is if the data is in a data frame. If not, notice the use of cbind which binds the variables together as columns.

First load the UsingR library. We will use the build-in emissions data.

Library(usingR)

pairs(emissions)   
ANSWER:
H. others
The Ggobi package and accompanying software, allows you to manipulate the data in the plot and do such things as brush data in one plot and have it highlighted in another.

5.  The lattice graphics:

The add-on package lattice implements the Trellis graphics concepts of Bill Cleveland. It and the accompanying grid package allow a different way to view multivariate data than described above. As of version 1.5.0 these are recommended packages but not part of the base version of R. 

Let's use the data set Cars93 to illustrate. We assume this has been loaded, but not attached.

library(MASS);data(Cars93);
The basic idea is that the graphic consists of a number of panels. Typically these correspond to some value of a conditioning variable. That is, a different graphic for each level of the factor used to condition, or if conditioning by a numeric variable for ``shingles'' which are ranges of the conditioning variable. The functions are called with the model formula notation. For univariate graphs such as histograms, the response variable, the left side, is empty. For bivariate graphs it is given. Notice below that the names for the functions are natural, yet different from the usual ones. For example, histogram is used instead of hist.

histograms
Histograms are univariate. The following command shows a histogram of the maximum price conditioned on the number of cylinders. Note the response variable is left blank.
histogram( ~ Max.Price  | Cylinders , data = Cars93)      

ANSWER:
Boxplots
Boxplots are also univariate. Here is the same information, only summarized using boxplots. The command is bwplot.
bwplot( ~ Max.Price | Cylinders , data = Cars93)      

ANSWER:
scatterplots
Scatterplots are available as well. The function is xyplot and not simply plot. As these are bivariate a response variable is needed. The following will plot the relationship between MPG and tank size. We expect that cars with better mileage can have smaller tanks. This type of plot allows us to check if it is the same for all types of cars.
attach(Cars93)                 

xyplot(MPG.highway ~ Fuel.tank.capacity | Type)      

To plot with a regression line we first define a regression line drawing function

plot.regression = function(x,y) {

+ panel.xyplot(x,y)

+ panel.abline(lm(y~x))

+ }

trellis.device(bg="white")

xyplot(MPG.highway ~ Fuel.tank.capacity | Type, panel = plot.regression)      

Interpret the plot.

ANSWER:
